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Abstract: The parallel features of Neural Networks (NN) are well-known, but are not used to full 
advantage. This paper shows how we can use these features, translating them into fine, medium and 
coarse grain parallelism, that is portable on a parallel environment. We will discuss the structure 
and projection of a NN on a generalized scalable shared memory multiprocessing system (SSMM) and 
in a parallel virtual machine (PVM) environment. We also present a low level tool for NN, based 
on class structure, that makes use of UNIX system share-time parallel tools, in order to create a 
parallel working NN. In this case we show how a parallel implementation of aNN is possible even 
if the hardware is a non-parallel machine and how, by simply using parallelism and Unix shared 
mechanisms, we obtain a speed increase during the convergence process. 
We use a few example cases for implementation and tests, starting with classical Artificial Intelligence 
problems to real-life applications, like signal filtering and stock exchange prediction. 

1 Introduction 

Although the training of NN s is very time
consuming, at present most of the NN appli
cations are written as sequential programs 
on sequential machines. This is mostly due 
to the costs of parallel hardware and to the 
specific nature of existing NN chips, that re
quire a certain type of network architecture. 
It is also due to the degree of specialization 
of the NN experts, who are mostly concerned 
with training algorithm optimizations (see, 
e.g., [17]) and do not sufficiently consider 
what the hardware, as parallel machines, or 
a PVM environment, can offer. Still, the hu
man brain, which has about 1011 neurons, 
each with about 103 - 104 connections, is 
based on massive parallelism, and so the par
allel solution is a natural trend for NNs. 

Furthermore, being restricted by the hard
ware doesn't have to mean to be restricted 
in the software design, and the very popular 
UNIX system is an ideal environment for the 
development of a flexible and parallel tool, 
in the sense of parallelism given by the time
sharing mechanism. 

In tllis paper we will show how the par
allel features of a NN can be exploited in or-

der to increase both speed and flexibility of 
the resulting net. Such a system is especially 
useful for on-line applications, where the re
action speed of the system and its flexibility 
play a great role. 

The simulations are performed for two 
classical example problems, the N queens 
problem and the N colour map problem, and 
two real-life problems, the filtering problem 
and stock exchange forecasting. We compared 
the NNs' training results with and without 
parallel features and showed that, by using 
parallelism, we can produce a speed increase 
even in the case of a Unix simulation. We 
also explain why this speed increase occurs. 

The paper is structured as follows: first 
we review efforts made in the field of par
allelism by other researchers and the cur
rent trends. Then we present a target par
allel environment for the NN, and the map
ping of the NN over this environment (sec
tion 2). We will also consider the modifica
tions in communication that such an envi
ronment will induce, in section 3. In section 
4 we will discuss a similar mapping for the 
PVM environment, and the deviation from 
the initial model, as well as communication 
problems and network delays. Next we will 
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describe a simulation mapping of NN par
allelism on the Unix environment (section 
5). Section 6 briefly describes the consid
ered applications. Finally, in section 7 we 
will present the results and comments and 
then we will draw some conclusions. 

2 Parallelization 

Although, as mentioned above, a large part 
of the NN commm1ity is mainly concerned 
with algorithmic improvements of NNs (see, 
e.g., [1], [3]), some researchers are working on 
enhancing NNs' performance by using paral
lelization (e.g., [4], [7), [11 ), [22)). The ap
proaches used are: special purpose hardware, 
mapping of NNs on regular topology com
puters or mapping NNs on general purpose 
parallel computers([22)). 

Depending on the approach used for par
allelization the parallel features exploited are 
different. Many authors consider it to be use
ful to collect the parallel features of NNs and 
exploit them on general purpose parallel ma
chines, as well as to construct user-friendly 
interfaces ([14]). In tllis way, researchers can 
smoothly transfer from sequential machines 
to optimized parallel systems. 

Among specialists, the belief is gradu
ally being established that a combined par
allelism of several features is to be preferred, 
especially when dealing with large size prob
lems ([18], [23)). Some authors find as much 
as six levels of parallelism that can be ex
ploited for NNs ([20]): training session, train
ing example, layer level, neuron level, weight 
level and instruction level pamllelism. 'frain
ing session and example parallelism are based 
on the parallel feeding of input data (and cor
responding outputs), either in batch mode, 
or in a one-by-one fashion ( [17], [20)), but 
are not characteristic for the inten1al par
allelism of the NN. The weight level paral
lelism is interesting, as it reflects the paral
lelization of synapses of the brain and the 
possible delays within these connections. If 
we presume that these information transfers 
occur instantly, we are left with three types 
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of parallelism, will eh we will consider further 
on. 

h1 the following, we will introduce a par
allelization method based on a combination 
of the mentioned three types of parallelism, 
also referred to as fine, mediwn and coarse 
grain parallelism. Such an integrated paral
lelization, which is our final goal, is a current 
trend ([21)). First, we give a target parallel 
system on which parallelism can be optimally 
exploited for our NN. Then, we present the 
method for each grain parallelism. Further
more, we explain a simpler but still effective 
parallelization scheme on a PVM environ
ment by workstation clusters. 

We started by collecting common features 
of NN s, and developed a tool that incorpo
rates them, as follows: we built classes of 
neurons, with their weights, connections, in
ternal and external activation function and 
output values. Since these kind of features 
were implemented in approximately similar 
ways by other authors(see, e.g., [7], [11]), we 
will not go into further details here. 

2.1 Parallel System Environment 

To parallelize our NN efficiently, the newest 
parallel computer architecture should be as
sumed. A scalable shared memory multipro
cessing (SSMM ) system ( fig.1) can be a. 
good example for the best parallelization of 
our NN. 

As the name says, SSMM is a shared mem
ory parallel computer with a hierarchical con
figuration to be scaled. The SSMM architec
ture is found in [9] or [15), for example. 

h1 our example architecture shown in fig.1, 
the system consists of N processor clusters 
and a global memory system com1ected by 
a global network. Each processor cluster is 
constructed by n processors and a local mem
ory system connected by a local network. 
The global network should be an intercon
nection network while the local network can 
be a simple bus network. 

Each processor of the system can access 
any part of the global memory while the local 
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Figure 1: Example of Scalable Shared Memory Parallel Computer 

memory can be accessed by the processors 
which are in the same processor cluster. We 
also assume each processor is a SuperScalar 
ruse processor with m function units. 

2.2 Multi-Grain Parallelization 

Here we detail the three levels of parallelism 
for our NN from the viewpoint of granular
ity. The coarse level can be viewed as a layer 
oriented parallelism in a pipelining fashion. 
The middle level is neuron parallelism which 
takes advantage of the fact that each neuron 
in the same layer can be calculated indepen
dently. The fine level, synapse level paral
lelism, is based on the computational char
acteristics of NNs: dot product. 

The coarse grain parallelism can be pro
cessed at processor clusters and global mem
ory level on the global network of the exam
ple architecture: each processor cluster cor
responds to one layer of our NN. The mid
dle level is suitable for processors and local 
memory: each processor does the indepen
dent calculation of each neuron. The fine 
level can be represented as Instruction Level 
Parallelism (ILP) which makes an efficient 
use of function units on the SuperScalar Pro
cessor. 

2.3 Layer Level ( coarse ) Paral
lelism 

Layer level parallelism implies a dimension 
N for the exploited parallelism, where N is 

the number oflayers in aNN. We will hereby 
show the construction of such a parallel struc
ture. 

We define an elementary block NN, con
sisting of 1 input and 1 output layer. When 
a new layer is needed, we will simply add 
a fully independent NN. This fact allows a 
separate processing of the two weight-sets, 
as well as a flexible design of the net. The 
deletion or addition of a new layer doesn't 
influence the computations done by the pre
ceding or following layers, so that the calcu
lus is transparent. 

This idea is valuable from the construc
tional point of view, for generating, even with 
the simplest trial-and-error technique, differ
ent networks for different types of problems. 
The same algorithm can be applied on vari
ous nets during the net construction proce
dure. 

2.4 Neuron Level ( medium) Par
allelism 

The exploited parallelism here is of dimen
sion n, where ni = ki * n, ni - the number of 
neurons in layer i aJ.ld ki - is a coefficient. By 
defining a neuron class, a neuron becomes an 
independent item. In order to really function 
without any influences from other neurons in 
the same layer, some hardware support is re
quired. The ideal working conditions are the 
following: 
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• in a layer, all neurons are executed in 
parallel 

• each neuron has a processor allocated 

This hypothesis permits us to make the 
preliminary observation that we don't need 
more processors working at one time, than 
there are neurons in a layer. 

In a layer, weights are local but the in
puts can be shared by all neurons in the same 
layer. Comparing the amount of time for 
communication of the input with the overall 
calculation time of each neuron, the sharing 
overhead should be reasonably low. There
fore, the neuron level parallelism requires a 
shared memory mechanism of low memory 
latency. 

In the example SSMM architecture shown 
in fig.1, the shared memory mechanism can 
be achieved at individual processor clusters: 
each processor in the same processor cluster 
takes care of ki neurons, and the input to the 
layer i is shared by all the processors in the 
same processor cluster through shared local 
memory. 

2.5 Instruction Level ( synapse, fine) 
Parallelism 

Here, the dimension of exploited parallelism 
is m, considering m as the number of existing 
scalar units. 

Usage of parallelism on Super Scalar 
ruse processors: 

We assume that the processor element of 
the parallel computer is a Super Scalar RISC 
processor. Here, we can exploit ILP as well 
as layer oriented parallelism and communi
cation-computation overlap. 

sl s:l s:f 
j:Jutterl: Cm(i-l,i) (1) Cp(i) (1) Cm(i,i+l) 

Buffer2: Cm(l-l,i) (2) Cp(i) 

Bufferl: Cm(i-l,i) 

Buffer2: 

Table 1: 2- buffermg parallel optimization 
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Since the calculation in each layer is dom
inated by dot products, it is very easy to ap
ply software pipelining techniques to make 
full use of several scalar units of the Super 
Scalar RISC processors. 

. Example optimization for pipelined 
processor clusters: 

Let's consider the following paralleliza
tion optimization, for the NN: h1put, NN 1, 
NN 2, ... , NN N, Output (aN-layered NN). 
The parallel computer is made of N proces
sors connected. by a network (shared/ distri
buted memory .type). Let the communica
tion latency between Processor i and j be 
Cm(i, j). Let the computational time of NN 
i be Cp(i). The following technique is valid 
if Cp(i) ~ Cm(i,j). In processor i, the ba
sic procedure order is: Cm(i- 1, i), Cp(i), 
Cm(i, i + 1). Here, by using "double buffer
ing" and asynchronous communications the 

. ' 
resulting optimization is as follows. 

In the initial state (s1), there is no over
lapping, just reading data 1 from processor 
i - 1. In s2, the computation of data 1 and 
the reading of data 2 from processor i - 1 
are overlapped. In s3, the writing of data 1 
to processor i + 1, the computation of data 
2, and the reading ofdata 3 from processor 
i-1 are overlapped. We obtain a (read/ com
pute/ write overlap) parallelism of dimen
sion three. Therefore, together with the N 
(pipelined) parallelism ( N -layer), the total 
parallelism is 3 * N. For such a paralleliza
tion to work the number of required commu
nication ports is greater than 1. Namely, this 
method is not valid for, e.g., a bus netw~rk. 

This combination of coarse ( layer), me
dium (communication/ computation overiap) 
and fine (ILP) grain parallelism achieves the 

s4 S ;) so 
(1) 

(21 Cm(i,i+l) (2) 

(3) Cp(i) m Cm(i,i+l) (3) 

Cm(i-1 i) (4) Cp(i ) (4) Cm (i,i+l ) (4) 
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ma.ximmn performance. 
The overall parallelism is: 3 * N * n * m. 

3 Communication 

As could be seen, the multi-grain paralleliza
tion has, different communication character
istics for each level. Synapse level requires 
intra-processor, namely inter-function units 
of the superscalar processor communication. 
This is achieved by using register files in the 
processor. Neuron level requires inter-pro
cessor communication in the same processor 
cluster. In this case, the local shared mem
ory must be used. The layer level requires 
inter-processor cluster communication. This 
is possible by using global shared memory 
in the example architecture. It can also be 
implemented by sending messages in loosely 
coupled parallel computers such as worksta
tion clusters or the PVM environment (see 
4). In general, the amount of communication 
and required computation must be carefully 
considered to achieve the maximum perfor
mance. 

4 PVM mapping 

In a PVM environment, one of the main prob
lems is the communication, in respect of com
munication delays, as PVM can function as a 
message passing parallel computer. A busy 
network and a free network cannot be ex
pected to perform in a similar way. 

The PVM environment has no shared me
mory. A shared memory can be simulated, 
but if it is actually based on message passing, 
delays are unavoidable. An alternative solu
tion is making a copy of the available data 
locally, on each processor (computer) in the 
PVM net. 

The problem that appears here is that in 
this case only batch processing can be taken 
into consideration, as iterative data reloads 
lead finally to the same communication over
load. There has to be a fine tuning between 
the speed gain from the parallelization, and 

the slower convergence rate that is obtained 
due to the batch processing (see [17]). 

Neurons can be easily divided among pro
cessors in the PVM environment, in the same 
way as described in 5.2 for simulated UNIX 
processors. An alternative to that is weight 
division among processors, as in weight level 
parallelism (see 2). 

ILP parallelism can be introduced during 
the broadcasting of actualized information, 
by parallelization of broadcasts and internal 
computations. 

Another type of parallelization that is ex
tremely suitable for the PVM environment is 
the training example ( and the related layer 
level - ) parallelism or the training session 
parallelism. Different sessions or input ex
amples can be activated easily on different 
machines to reduce the learning time, and 
then results can be shared and weights actu
alized accordingly. 

5 Unix simulation mapping 

5.1 Software parallelism 

In Unix there is no real parallelism but only a 
time-share mechanism. This taken into con
sideration, the following parallelization sim
ulation was performed. 

For layer design, a layer class was con
structed. The fields of the class are: type of 
the contained neurons, a list of neurons be
longing to the layer and their number. We 
use a type for the neurons, in order to allow 
a neuron to perform different types of com
putation, beside the classical weighted addi
tion. This is an extended concept of neuron, 
viewed as an elementary processor, that can 
perform only one simple operation. 

After defining the neuron class, a neuron 
becomes an independent item. In order to 
really fm1ction without any influences from 
other neurollS, it can have, generally speak
ing, a UNIX process (or thread) allocated to 
it. We will discuss later on about how re
strictions, like a limited number of processes 
per user, can slightly change this 1 : 1 distri-

Spring 1998 Australian Journal of Intelligent Information Processing Systems 



bution. 
For input and output between these inde

pendent processes, UNIX offers several tools, 
from which we sele<:ted the shared memory, 
that can be reached by different processes 
(here, neurons) simultaneously or sequentially. 
In order to have a correct traffic of data, we 
also have to set some rules: for instance, a 
neuron can read from several locations (from 
all its inputs), but can write only in one (its 
own output). 

In this way, a neuron is completely inde
pendent, unaware of the processing of other 
neurons, working parallel to other neurons. 
Also, the input data doesn't have to be copied 
locally for each neuron, thus saving memory 
space. 

share memory 

I I I 

wr\tei neuron• 

•••• 

I I I 

• 
read 

Figure 2: The shared memory role in the 
neuron to neuron communication: a neuron 
writes in only one location, but can read from 
several others. 

5.2 Hardware simulation: Proces
sors 

Due to the fact that on a real parallel system 
the number of neurons in a layer may be very 
large compared with the number of given 
processors, the compromise solution of divid
ing the neurons between the existing proces
sors was considered. Therefore, · we define the 
optimum sharing key as the total number of 
neurons that have to be active at a given 
moment of time, divided by the given pro
cessors. 

Because there is only one layer that is ac
tive at one time, all the neurons contained in 
that layer have to be divided, as uniformly 
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as possible, by the total number of proces
sors. In order to limit the computational ef
fort and to minimize, therefore, the amount 
of data transmitted between the processors, 
the processors will contain only the informa
tion about the neurons of each layer that 
they will process. 

To give free way for further developments 
and to design a software that is as hardware 
independent as possible, the parallel proces
sors have been simulated on the UNIX ma
chine by a class processor, that contains: the 
identifier of the processor; for each layer, the 
list of neurons activated by the processor; and 
semaphores ' information for synchronizing 
with the other processors. 

In order to have good results with the 
job division among the different processors, a 
correct communication mechanism has to be 
implemented between the component parts. 

6 The problems 

6.1 TheN queen's problem 

TheN queen's problem is a derivate of the 
8-queen problem, that states: place 8 queens 
on a chess-board, so that no queen attacks 
any other queen. It has been proved that this 
problem has a solution, but this is not the 
purpose of this study. The N queens problem 
is a generalisation of the 8-queen problem, 
that requires the placing of N queens on a 
N xN size chess-board. 

6.2 TheN colouring map problem 

This is a problem that comes up every time 
when a geographical map has to be drawn: 
different countries on a map can be coloured 
in the same colour, but countries with a com
mon border have to be drawn in such a man
ner that they can be distinguished from one 
another, so they have to be coloured differ
ently, which leads to the N. different colours. 

Of course, from the above an optimiza
tion problem can be immediately deduced, 
namely what the minimal amount of colours 
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is, to draw a map. It has been proved that 4 
colours are enough. 

6.3 TheN filtering problem 

One of the problems that is associated with 
digital signal transmission for audio signals 
of high resolution and for high speed data 
transfers is the necessity of equalisation of 
the attenuation and phase characteristics on 
the entire scale of the interesting frequencies 
during data transmission. 

This problem was experimented upon and 
studied at the Technical University in Lyn
gby, Denmark, in the laboratory of professor 
Hans Gaunholt, and was based on a con
tract with the German mail service. The 
solution to this problem consists of the us
age of FIR digital filters (Finite Impulse Re
sponse), with complementary characteristics 
compared to the characteristics of the trans
mission media, in order to correct the global 
transmission properties of the system. 

The filter coefficients can be also com
puted with the help of aNN. N is here the 
filter dimension. 

db1<m (a) mm grc!Atm (b) mm 
0.4 y 0.4 

3 0.6 30 

~~ 
0.8 20 ~:: ~ 
0.9 

1.4 

1.4 10 ~ ~ 

10 15 kHz 10 15 kHz 

Figure 3: The filtering problem: atenuation
frequency and phase-frequency characteris
tics of the transmission cables proposed for 
analysis by the Gennan Post Company to the 
University of Technology in Lyngby, Den
mark 

6.4 The stock exchange forecast
ing application 

The development of prediction tools is, ac
cording to (13) one of the "basic subjects 

in science". Moreover, forecasting of time
series is a challenging task which attempts 
to find the rule/mechanism behind the data 
generation. However, in such cases, there 
is always the question of the predictability 
of the data, in other words, if the data is 
fully deterministic, therefore predictable, or 
fully random, therefore unpredictable, or, as 
in most cases, somewhere in-between. 

Many functions in economics can be rep
resented as TS. We studied the TS of Stock 
Exchange events ([5]), that, according to some 
authors (see [2), [6]), can be forecasted with 
some accuracy using NN. According to other 
authors, though, TS are chaotic events, that 
have the particular property of changing their 
mechanism, if the present mechanism is found 
out (as stated by the perfect market hypoth
esis). This is true if we consider that, if all 
the participants at a stock trading possessed 
similar forecasting tools and acted in conse
quence, the whole structure of buy/ sell could 
change. But as different agents act driven by 
their own private theories, but more impor
tantly, as information is not transparent and 
available to all market participants, or often 
arrives with a delay, we can assume that the 
process is not influenced only by one theory. 

There are three ways in which a NN can 
make predictions upon a TS: the NN can 
find rules/functions, make predictions in a 
fixed window of time-values, or learn from 
any number of past values and predict any 
number of future values. 

The inputs can be: the predictable data, 
the predictable data and other economical in
fluence factors or only economical influence 
factors. 

7 Simulation results 

In this section we present the results obtained 
in training and using NNs for the problems 
described above, by using the parallel fea
tures shown in section 2. Simulations were 
performed in the Unix system environment. 
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Figure 4: The scope of the iteration times for different problem dimensions (N) for (a)- the 
queens problem, (b)- the map colouring problem, (c)- the filtering problem. 1 iteration is 
approximately 1 second; the convergence is achieved with classical error energy functions, 
with column, line and diagonal restrictions for (a), neighborhood restrictions for (b), and 
infinite norm Lyapunov function for (c) . 

7.1 First results 

In the above picture (fig. 4), the time re
quired till convergence (till solution occurs) 
is depicted on the Oy axis, and the dimension 
of the problem, N (the number of queens, the 
number of used colours or the dimension of 
the input-output signals for filtering), is on 
the Ox axis. 

For each N, several tests were performed 
and are represented in the figures as domain 
arrows. That is, results for each N cover 
the interval between the minimwn and max
imum value indicated by the double-pointed 
arrow. 

The energy functions and the output func
tions are some standard functions for the given 
problem, with exception of the filtering prob
lem, where we used a Lyapunov (infinite norm) 
based type of energy function. The optimiza
tion of these functions is beyond the scope of 
this article. 

7.2 System extension 

In order to regulate the transfers between 
neurons, layers, processes and simulated pro
cessors, we used a coordinating master-slave 
mechanism. The slave is the one perform
ing all the computations, while the master, 
in short, is setting the time and dealing with 

scheduling. 
The extension that we made was to have 

not only one slave, but any free number of 
slaves. The master process assures the gen
eral coordination of the actions taken by these 
slave processes. 

The advantage obtained by this method, 
besides a better structuring of the problem, 
is the fact that, by being independent pro
grams, the slave processes can run from dif
ferent accounts on the same UNIX machine, 
so that the total amount of parallel working 
processes can be increased. 

This enlarged number of working processes 
can be useful on machines that set limits to 
the total number of proceBSes that a user can 
run at one time. From one account of a nor
mal user there can run, at a given moment 
of time, at most 50 processes (this nwnber 
depends on the mode in which the system 
settings have been chosen by the system ad
ministrator, but generally speaking, this is 
the number of processes allowed per user). 
In the case of parallel running of slave pro
grams on two or more accounts we will have a 
total amount of processes of: no. of accounts 
where slave processes run * 50. 

The slave processes are independent pro
grams, that can run apart from one another. 
The next step, which is very easy to make, 
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Figure 5: The iteration times for the same problems as in fig.4, with two slaves working on a 
busy station. The quota of shared time is increased and leads to a better convergence time. 
The busier the network, the greater that time-difference optimization can get. 

is for the slave processes to run on differ
ent machines, using more than one processor, 
and turning the network into a multiproces
sor environment. This can be done by using 
the already existent PVM environment, as 
described in section 4. 

The communication between master and 
slave is assured by the message queue facil
ities of the UNIX system, that are grouped 
in another class, that contains fields such as 
maximum length for transmission, timeout 
interval, message queue identifier, receiving 
and sending buffers. 

As can be seen in the following figure (5), 
by increasing the number of parallel work
ing, independent slave programs, the conver
gence time is getting shorter. This is due to 
the fact that all processes on a UNIX ma
chine get a certain interval (time-share) to 
work, and then the time-sharing mechanism 
passes the token to another process. By hav
ing many processes working independently 
for the same goal, the general amount of time 
shares in pursuit of that goal is increased. 

Moreover, the convergence time becomes 
even shorter, if these programs run from dif
ferent accounts on the same machine, due 
to time-sharing mechanisms between users. 
Also, on systems with a fixed number of pro
cesses per user the total nwnber of processes 
working can be doubled, tripled, a.s.o. (de
pending if we use 2 accounts, 3, or more). 

This reduced iteration time can be viewed 
in fig. 5. The axes of the figures have the 
same meanings as those of fig. 4. 

The differences in average iteration time 
that we obtain by adding only one slave more 
were between 5 - 15% iterations ( approxi
mately 5-15 seconds), which means, if com
pared with the maximal iteration time, an 
optimization of 6- 15% of the global aver
age iteration time. 

7.3 The results of the forecasting 
problem 

We present here the convergence results of 
the parallel implemented forecasting prob
lem. We used a. Lya.punov based energy func
tion (see details in [5]). 

Fig.6 contains a. learning example of 10 
input and 10 output data. Therefore, out 
of 10 daily input stock exchange values, 10 
daily output values were to be learned. The 
weight matrix dimension had a 10x10 = 100 
member dimension. The continuous, zig-zag 
line on the left side of the graphical chart 
shows the past (or input) data., while on the 
right side, the desired outputs for Supervised 
Learning and the prediction can be seen. The 
prediction is normally displayed by a dotted 
line, while the desired outputs are displayed 
by a continuous line, just like the inputs, but 
here, with "0" error, the two outputs over-
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6 

Figure 6: A "perfectly" trained net 

lap, and therefore, a single line is visible. The 
program here displays the learning of the cor
respondence of 10 past prices with 10 future 
prices. The outputs are scaled from 0 to 1 
( Oy axis), and the time (days) is represented 
on Ox. 

8 Conclusions 

We have shown in this paper that shifting 
towards parallelization is a natural process 
that should be followed by NN researchers, as 
the human brain also makes good use of mas
sive parallelism. We have furthermore pre
sented the advantages that can be obtained 
by this parallelization and showed that anum
ber of researchers already work towards this 
goal. In this context we have discussed the 
main tendencies among parallelization tech
niques for NN and detailed the types of par
allelizations used. We have also briefly in
troduced some difficulties that appear when 
parallelizing NNs and also indicated some 
ways of avoiding them. 

Furthermore, we described an ideal par
allelization and presented the solution of NN 
mapping over a general parallel architecture, 
for generalized parallel computers, and then 

for the PVM environment and for the UNIX 
environment (simulation). 

For the UNIX simulation, a low level im
plementation tool for NN was built, based 
on parallel design and on the UNIX system 
shared resources. It was shown how the par
allel NN features can be integrated into the 
UNIX environment. Also, the advantages 
of simulated parallelism over sequential pro
gramming (one process programming), even 
in the shared-time UNIX system, were ex
plained. 
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